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When to use what

Relationships

	Correlation
	Is there a relationship between two sets of data?
Parametric – Pearson’s product-moment correlation coefficient
Non-parametric – Spearman’s rho (for ordinal or very skewed continuous data) or Kendall’s tau (for small data sets with large number of tied ranks)

	Linear regression
	Can a linear model predict the outcome variables from the predictor variables?
Does not deal with causality, only prediction (e.g. could predict age from maths score)
Simple regression (only one IV)
Regression & correlation produce same value of R, and test is symmetrical
Multiple regression (more than one IV)
Predictors must be quantitative or categorical
Outcome variables must be quantitative, continuous & unbounded 

	Logistic regression
	Outcome variable is a categorical dichotomy
Predictors must be quantitative or categorical


Differences

	t-test
	Two sets of data, comparing means to see if they could come from same distribution
One dichotomous nominal IV, one interval DV
Independent means – different subjects assigned to each condition
Dependent means / paired samples – same subjects take part in both conditions

	ANOVA
	Comparing means among more than two experimental groups
better than using lots of t-tests – lower probability of Type I error (familywise/experimentwise error)
but until post hoc tests, is just an omnibus measure – see interpretation
Independent measures – assumes values of each IV are unrelated
Repeated measures – assumes values of each IV are related
One-way ANOVA – one nominal IV (more than two levels), one interval DV
e.g. income in terms of ethnicity
Two-way ANOVA – two nominal IVs, one interval DV
e.g. income in terms of ethnicity and religion
ANCOVA – at least one nominal IV, at least one interval IV, one interval DV
e.g. income in terms of ethnicity, controlling for number of years in school
MANOVA – at least one nominal IV, more than one interval DV
e.g. income and IQ in terms of ethnicity and religion
MANCOVA – any number of IVs, of any type, more than one interval DV
e.g. income and IQ in terms of ethnicity & religion, controlling for years in school

	chi-squared
	Symmetrical test – no IV or DV as such
’Goodness-of-fit’ test or test of independence
Compares actual count with expected count
Tests for association between two (or more) nominal variables – H0: no association
For 2x2 tables use Fisher’s Exact Test instead


Factor Analysis

	Factor Analysis
	Looks for significant patterns underlying different variables


Assumptions

Common to all Paper 2 tests

	Random sampling
	Every element in the population has an equal chance of being selected

	Independent observations
	E.g. sampling married couples could be a problem, as husband’s opinion on something is likely to be related to wife’s opinion – strictly speaking, bad to use household panel studies

Prior variables – e.g. taller people have shorter hair, prior variable is sex

Intermediate variables – e.g. if random selection of children went to state and independent schools, yet still did better at independents, intermediate variables would be e.g. better teachers, smaller class sizes – not ‘school type’ itself


Relationships

	Correlation
	Is there a relationship between two sets of data?
Parametric – Pearson’s product-moment correlation coefficient
Non-parametric – Spearman’s rho or Kendall’s tau

	Linear regression – all
	All IVs in linear relationship with DV
IV (predictor) : continuous or dichotomous, with non-zero variance
Nominal may be included as dummy variables – transforms into binary, allows linear relationship
DV (outcome) : continuous (i.e. on interval or ratio scale), normally distributed
Homoscedasticity
Standard deviation of errors is roughly constant over the range of the IVs
Residuals are normally distributed about the regression line
Low autocorrelation
For any two observations, residuals should be uncorrelated (independent) 
Minimum sample size: at least 20 for each IV 

	Linear regression - multiple
	Low multicollinearity – IVs are independent of each other
Otherwise presents problem for tracking influence of individual IVs
In other words, should aim for low IV/IV correlation and high IV/DV correlation
Begin to worry if individual correlations are 0.6 or higher, really worry if 0.7 or higher
Tolerance statistic – major problem if below 0.5
Solutions to multicollinearity
Can be hard to know which variable to omit
If omitted, try replacing with another predictor which has lower multicollinearity
Collect more data, see if multicollinearity is lessened
Run factor analysis and use factor scores as predictor
Safest bet – simply acknowledge unreliability of model

	Logistic regression
	Much like linear regression, but without the linearity assumptions


Differences

	t-test
	Interval variable, normally distributed in both groups
As known population is assumed to be normal
However quite robust - sample size of 30 or above will generally produce accurate results
Can handle even ordinal data – if asked to do so in exam, mention problem, then run t-test anyway
Violated?  Run Mann-Whitney u-test instead
Standard deviations of the two batches of data should be equal
Levene’s test:  H0: difference between variances is 0, significance shows P(H0)
If holds, use equal variances assumed version, otherwise equal variances not assumed version

	ANOVA
	As for t-test
At least 20 degrees of freedom
Smallest response category should contain at least 20% of all responses

	chi-squared
	No cell should be empty
All cells should have a count of at least 1
At most 20% of cells should have a count of 5 or less


Factor Analysis

	Factor Analysis
	Looks for significant patterns underlying different variables


Beginners’ bits

Distributions

1. Gaussian aka ‘normal’ – nothing ‘natural’ about it, is complex formula – bell-shaped

2. Skewness:

a. Positive skewness – pile-up of scores on left of distribution, most scores are low

b. Negative skewness – pile-up of scores on the right, most scores are high

3. Kurtosis:

a. Positive kurtosis – pointy distribution

b. Negative kurtosis – flat distribution

4. Rules of thumb for the above – z-score of (2 is considered problematic

5. What to do with outliers:

a. Double-check – see if some kind of data collection problem exists e.g. typo, misdefinition

b. Discard? – conditions for discarding outliers should be specified in advance

c. Analyse? – see why these particular values ‘buck the trend’

Errors

Type I – reject H0 when H0 is true

Type II – fail to reject H0 when H0 is false

Box and whisker plots

Correlation

Types of data

	Dichotomous
	e.g. male=1, female=2

	Dichotomous with underlying normal
	e.g. above average IQ=1, below average IQ=2

	Ordinal
	e.g. agree (1) or disagree (5) on scale from 1 to 5 

	Interval
	e.g. temperature in degrees C – each interval is the same

	Ratio
	e.g. units of alcohol drunk per week – 8 units is twice as much as 4 units


Types of statistic to use

	
	Variable X

	Variable Y
	
	Dichotomous
	Dichot w/ u.n.
	Ordinal
	Interval/ratio

	
	Dichotomous
	phi
	
	
	

	
	Dichot w/ u.n.
	phi*
	
	
	

	
	Ordinal
	rank-corr*
	rank-biserial*
	rank-corr
	

	
	Interval/ratio
	point-biserial
	biserial
	rank-corr*
	Pearson’s R


* = not entirely appropriate, but best measure

Interpretation

6. Check scatterplot for extreme values (outliers): Q3 + (1.5 ( IQR), Q1 - (1.5 ( IQR)

7. Watch for subgroups e.g. males clustered at one end of graph, females at the other

8. Restricting range is likely to reduce correlation

9. Unreliable variables are likely to reduce correlation

10. Skewness – if skewed, the bounds of correlation are not –1 to +1 but within more limited range

11. What counts as strong?  Small correlations may be highly relevant in e.g. life/death issues or in predicting stockmarkets, maybe less so in some political science research

12. Little or no correlation means either:

a. data sets are uncorrelated, or

b. data sets are correlated in a non-linear fashion (means Pearson’s R is inappropriate, maybe use another statistic such as eta-squared [(2] instead)

13. No causal link from correlation – meaning comes from theory & knowledge about the variables

14. R2 = proportion of variance of X which can be predicted from variance in Y = proportion of variance that X and Y have in common

Partial correlation – measures relationship between X and Y, controlling for the influence of Z on X and Y 

Semi-partial correlation – measures relationship between X and Y, controlling for the influence of Z on Y

Multiple correlation – measures correlation between more than two variables – see multiple regression

Linear Regression

Means of answering questions

15. Explain what a regression means

16. Explain the assumptions

17. Interpret output

18. Don’t limit answer to what’s on the sheet – mention other tests which may be needed

19. Then stop being a statistician

Usage & interpretation

20. Least squares is only one of many regression lines – minimises squares of vertical deviation from line

21. Intercept is nearly always meaningless – e.g. what will the child’s height be if mother’s height is 0 cm?

22. Outliers have massive impact on regression line – but can they always be excluded?

23. Residual – difference between predicted and actual values

24. Adjusted R2 – makes estimate for population – removes bias from:

a. sample size

b. number of IVs

25. Standardised values – distribution with mean = 0, standard deviation = 1

26. Variables entered/removed – describes the model

27. Worry if R2 is too good

28. ANOVA table: H0: R=R2=0 (none of the IVs do predict any of the variance in the DV)

29. Coefficients – show probability that each coefficient is 0, controlling for effects of all other IVs

30. Check significance of each coefficient first then check the standardised coefficients themselves

31. Unstandardised – use for point estimates

32. Standardised – use for comparing strength of variables

Goals of multiple regression

33. Prediction of DV from more than one IV

34. Stepwise regression – building a model which maximises prediction of DV

35. Comparing the independent influence of IVs on DVs (even if all are weak)

Multicollinearity

36. Could find that total model explains lots of variance but each IV does not explain much by itself

37. Multicollinearity thus not a problem for R2, but for comparing influence of each individual IV

38. Tolerance – really worry if below 0.5

General-purpose improvements to model

39. Other variables

40. Bigger sample

41. Cross-validation

Which type of model to use?

	Simultaneous/standard
(SPSS: Enter)
	To find out which of the IVs is most influential

	Stepwise
(SPSS: Forward/Backward)
	To find out how all the IVs combined affect the DV

Forward:

1. Initial model contains only constant (ß0)

2. Computer searches for predictor which has highest simple correlation with outcome variable

3. If this significantly improves model, it is retained

4. Computer searches for predictor which has second highest semi-partial correlation with outcome (e.g. if first predictor explains 40%, computer searches for predictor which explains highest proportion of the remaining 60%)

5. If this significantly improves model, it is retained – etc.

Backward:

1. Begins by placing all predictors in model

2. Examines t-test for each predictor to assess individual contribution of each predictor

3. Significance compared against a specified removal criterion

Problems:

1. Takes methodological decisions out of researcher’s hands

2. Often takes advantage of sampling variation

3. Best avoided except for exploratory model building



	Hierarchical
(SPSS: Enter, in stages)
	When  the logical grounds behind the model working in the specified way are very strong


Assessing the model

Diagnostics – does the model fit the observed data well?

	Standardised
	Unstandardised / estimate of s.d.
95% should lie between -2 and 2
99% should lie between -2.5 and 2.5

	Studentised
	Unstandardised / estimate of s.d. which varies point-by-point
Same properties as standardised, but usually more precise regarding error variance of a specific case



Diagnostics are a good way of assessing a model, but do not on their own justify the removal of data points in order to effect some desirable changes in the regression parameters.


Generalisation – can the model be generalised to other samples?

1. Ensure that underlying assumptions have been met

2. Cross-validation with other samples – adjusted R2 and data splitting (randomly split data in half, compute regression on both halves, then compare the resulting models)

Dummy variables

Dichotomous categorical DVs (predictors) can easily be entered into a regression model.

Other categorical DVs should be re-coded into ‘dummy variables’ – binary variables indicating which category of the original variable an observation is in.

e.g. Religion: 1=Catholic, 2=Buddhist, 3=Taoist, 4=Protestant

	
	1
	2
	3
	4

	dummy1
	1
	0
	0
	0

	dummy2
	0
	1
	0
	0

	dummy3
	0
	0
	1
	0



The coefficients for the dummy variables represent the comparison of the mean of the response variable in category 1 or 2 or 3 with the mean of category 4 of the original variable.

Variance assumptions – graphs

Logistic Regression

Principle

1. Like MR but with outcome variable as a categorical dichotomy

2. Based on principle of using logarithmic transformation to make the form of the relationship linear while leaving the relationship itself as non-linear

Methods

	Forced entry
(SPSS: Enter)
	Same as for linear regression

Studenmund & Cassidy (1987) say this is the only appropriate method for theory testing, as stepwise techniques are influenced by random variation so seldom give replicable results if the model is retested within the same sample

	Stepwise
(SPSS: Forward/Backward)
	To find out how all the IVs combined affect the DV

Forward (LR): uses likelihood ratio

Forward (Conditional): arithmetically less intensive, better to use Forward (LR)

Forward (Wald): again, less reliable than likelihood ration

Backward: versions as above

Stepwise defensible if:

1. No previous research on which to base hypotheses

2. Causality is not of interest

Backward is preferable due to suppressor effects in the forward method leading to a higher risk of Type II error



	Hierarchical
(SPSS: Enter, in stages)
	Same as in linear regression


Output – stepwise

1. First step:
Including only the constant: computer bases model on assigning every subject to a single category of the outcome variable.
Classification table (‘Overall’) shows % that were correctly classified this way
Summarises model – shows constant, s.e., Wald, d.f. and significance value

2. Variables not in the equation:
Residual chi-square tells us whether coefficients of these are significantly different from 0
If not, analysis terminates
If so, lists each predictor with Roa’s efficient score statistic – close to Wald or likelihood ratio
Highest one is put into model

3. Next steps:
Log-likelihood statistic (-2LL) – like error sum-of-squares, i.e. how much is still unexplained, with large values suggesting bad model
Goodness-of-fit statistic – tests statistical significance of combined effects of IVs on DV
If model is improving, log-likelihood should be falling



4. Chi-squared values:
Model chi-squared – difference between log-likelihood of current model and that of first step
Step chi-squared – difference between log-likelihood of current model and that of previous step
Block chi-squared – difference between log-likelihood of current block and previous block

5. Wald statistic
Has chi-squared distribution, tells us whether ß is significantly different from 0
Caution: if ß is large, s.e. tends to inflate, Wald is underestimated, increases probability of Type II error

6. R and R2 equivalents
R: equivalent to R in linear regression, but depends on Wald so caution is advised, and cannot be squared to get any meaningful R2 value
R2: Hosmer and Lemeshow measure (RL2) is a near equivalent – tests hypothesis that observed data are significantly different from model so we want a non-significant value

7. Exp(ß)
Indicates change in odds [P(event)/P(no event)] of outcome resulting from a unit change in the predictor
If Exp(ß) >1, as predictor increases, odds of outcome increase
If Exp(ß) <1, as predictor increases, odds of outcome decrease
e.g. Exp(ß) = 15 – means odds of outcome=1 with predictor=1 are 15 times the odds with predictor=0

8. Classification plot
Really just a histogram – shows which predictors give which outcomes
Good model has all outcome=1 clustered on one side, all outcome=0 clustered on the other

9. Model if term removed
Significance value of log LR shows whether removing the predictor would have significant effect

10. Return to point 2
Output – residuals

1. Purposes:
Isolate points for which the model fits poorly
Isolate points which exert undue influence on the model

2. Standardised, studentised and deviance:
As before – look out for ±2.5 and especially ±3

3. Cook’s Distance
Shows change in coefficient if that case is deleted

4. DFBeta
Standardised version of Cook’s distance – values >1 indicate possible influential cases

5. Leverage statistics (aka hat values)
from 0 (case has no influence) to 1 (case exerts complete influence over model)
Expected leverage is (k+1)/n where k = number of predictors, n = number of cases


Blockwise entry

Enter previously established predictors in one block and new predictors in other blocks

Regression – interaction effects

t-test

Principle

1. Like MR but with outcome variable as a categorical dichotomy

2. Based on principle of using logarithmic transformation to make the form of the relationship linear while leaving the relationship itself as non-linear

